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Abstract

Factor Graphs in general represent the factorization of a function. In the
probability theory they are used to efficiently calculate marginal distributions
of factorized probability distribution functions (PDF). To increase the accu-
racy of the result one tries to calculate the factor graph with high discretization
levels n. In addition a complex PDF often has to be represented by a huge
network of nodes. Thus these computations can become very expensive.

Modern graphics cards can not only simulate complex 3D worlds but also
execute C++ code in a highly parallelized fashion. Due to their number of
cores (> 500) they are highly suitable for these kind of calculations.

The goal of this project is to implement a Factor Graph framework on a
graphics card (GPU) to make use of these advantages. We choose to use the
nvidia CUDA Parallel Computing Platform [Corb|. The framework uses the
sum-product-algorithm |KFLI8| to infer marginal probability distributions.
We use modern technologies such as Dynamic Parallelism [Coral, Events and
Streams [Cord| to best match the character of the message passing algorithm
and deliver the highest performance. Thus this framework requires CUDA
Compute Capability 3.5 or higher [Corc].
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1 Motivation

This section will give a brief introduction to Factor Graphs and their main usage
scenarios. Then a short example is given which shows how the Factor Graphs can
be used to solve a real-world problem. Finally we illustrate why the sum-product-
algorithm can become computationally very intensive to conclude why a high level
of parallelization will greatly improve the solving process.

1.1 Factor Graphs

A factor graph is a bipartite graph representing the factorization of a function.
Throughout this paper we will denote the represented function as g:

g(X17X27"' 7Xm):Hfj(Sj) (1>

where X = {X;, X, -+, X,,} are the variable vertices, F' = {fi, fo, -+, fp} the
factors and S; C X the subset of all variables an which factor f; depends. Thus the
function g can be factorized into p factor graphs, which contain at most m variables
and and again p factors. An exemplary function g(Xi, X», X3, X4) can be factorized
using just 1 factor into g(X) = f(Xi, Xo, X3, X4). A graphical representation is

depicted in Figure 1
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Figure 1: Simple Factor Graph for g(Xi, X, X3, X}4)

A more complex factorization of g could be

9(X) = f1(X1, Xo) - f2(Xa, X3) - f3(Xa, X3, Xy) (2)
The graphical representation of Equation 2 is depicted in Figure 2.

The main advantage of the factorization is that marginal distributions can be calcu-
lated more easily. For example assuming that the value of X3 for the Factor Graph
represented in Figure 2 is unknown, it requires only the knowledge about X, and Xj.
Their messages will be sent to f; and f3 and then forwarded to X3. The calculations
in these steps follow the sum-product-algorithm [KFL9S].
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Figure 2: More complex Factor Graph for g(X;, X, X3, X4)

1.2 Exemplary Usage

We have demonstrated how easily one can infer arbitrary variables in a network given
that enough knowledge is available. Now we will explain how an inverse kinematics
problem of manipulator could be solved by using Factor Graphs.

In general the forward kinematics solution for a manipulator is always known and can
be calculated both easily and cheaply. That is inferring the position and orientation
(pose) of the end-effector given all the joint angles or positions (for translational
joints). However the inverse kinematics solution is often ambiguous (singularities,
redundancy or underconstrained problem declaration). Thus it is desired to have a
simple way to calculate the required joint angles #; given a pose p. The pose can be
written as a set of Cartesian coordinates z, y, z and Euclidean angles ¢, ¢, ..

We will illustrate this process on the basis of the exemplary manipulator shown in
figs. 3 and 4.

142.5mm

150

142.5
t=acos(142.5/150)=18.195

Figure 3: Widow X on Omnibot - Side view with dimensions
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Figure 4: Widow X on Omnibot - Side view with angles

The Widow X manipulator can only move in the z/y-plane. Thus the only free
orientation is around the z-axis. Now we desire to be able to calculate

0; = hl(l’, Y, qb) for i € [1, 2, 3] (3)
with a Factor Graph
g(x7y7¢701792a‘93): H fz(xay7¢aez) (4)
i=1,2,3

Assuming that g(x,y, ¢, 01,02, 603) can be factorized into
9(37’ Y, ¢’ 917 927 93) = f1($a Y, ¢7 92) : f2($v Y, ¢a 92) . f3(957 Y, ¢7 03) (5)

We can now look at one factor node f; independently: The three pose describing

ONOXO

O

Figure 5: Factor Graph representation containing 6,

variables x, y, ¢ are shown in the upper part of Figure 5. Thus #; is the last unknown
variable connected to f; and can easily be calculated. The values of the factors f;
can easily be calculated given the known forward kinematics solution.

This example has shown how Factor Graphs can help solving a very complex problem
like the inverse kinematics solution of manipulators in the field of robotics.
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1.3 Benefit of Parallelization: the sum-product algorithm

This section illustrates which parts of the sum-product-algorithm become heavily
computationally expensive and why a massive parallelization can greatly improve
the calculation performance.

We make use of the exemplary factor graph for the Widow X manipulator depicted
in Figure 5, which was introduced in subsection 1.2. In the following we denote the
number of neighbours of a node as N. Furthermore we use n discretization levels to
represent all messages. Factors in general are N-dimensional matrices with an edge
length of n.

In this case f; has N = 4 neighbours. Thus f; contains n* values. The sum-product-
algorithm for a factor node executes the following tasks in this sequence:

1. Wait for N — 1 neighbours to send their messages.

2. Multiply all incoming messages to get a vector m, of length n’¥=!.
3. Multiply each element in m, with its n corresponding elements in f and sum
them up.

4. The resulting n sums are the new message which is sent from the factor f to
its remaining neighbour.

Step 2 requires n™¥~! multiplications. Step 3 requires n”¥ multiplications and addi-

tions. So in total each factor node requires n™~! +2-n” operations. One can easily
see that with a growing discretization level (which is often required or desired) or
a high number of average neighbours per factor node this algorithm becomes very
expensive. In subsection 2.3 we will shown that steps 2 and 3 can be parallelized.

Furthermore in a big network many variables are known beforehand. Their messages
can be calculated and forwarded in parallel to generate an avalanche-like behavior.

We have seen that with a growing network size and discretization level the compu-
tational requirements rise to the power of the number of average variable neighbours
of a factor node (O(n")). Thus parallelization is one mean of greatly improving the
performance of the sum-product-algorithm.

2 Concept for GPU implementation

In this section we will be discussing the advantages of calculating Factor Graphs on
the GPU instead of the CPU.

Calculating a Factor Graph requires a lot of vector calculations These vector calcu-
lations can easily be done in parallel, which is also a major advantage of the GPU,
because it has so many cores.
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2.1 Parallelization Concept in CUDA

In this section we will describe how we parallelized the sum-product-algorithm and
why certain features of the CUDA framework were utilized. The concept combines
Dynamic Parallelism with Events € Streams.

The main idea is to realize two parallelization levels. The first level are the nodes
itself. Each node shall be able to be processed when its preconditions are met (i.e.
N —1 neighbours sent their messages). The second level is based on the discretization
level n. When processing a node the work is parallelized into n? tasks. p is chosen
such that each task computes at least n steps serially.

We use events to detect if any node has finished and if yes which. Then we determine
whether another node is now calculable and trigger the calculation. For this we
create m streams, one for each of the m nodes (factors & variables). Once a node
processing is complete, its respective stream will trigger the events that are assigned
to it. Each stream will trigger two events as described above:

1. Event 1: AnyNodeFinished

2. Event 2: Node[i[Finished

By using this implementation we are able to perform more complex inferencing on
the CPU, where we can easily implement. By using Dynamic Parallelism we can
simply launch a single node into a single stream using a single thread. The GPU
itself can then launch the parallelized child threads and grids. This reduces the
programmatic complexity on the host-side and is especially handy when handling
two different node types.

Variable nodes can behave in two different ways. In the first case their value is
known beforehand. They will launch n parallel threads to calculate the probabil-
ity distribution representation using a Gaussian distribution (given the range and
variance). In the second case they have received N — 1 messages. They will then
launch n parallel threads to multiply the i-th element of all messages. The result
is the new message, which will be sent to its remaining neighbour. The differences
between our implementation and common CPU implementations are explained in
subsection 2.2.

Factor nodes always perform the same operations. They have already been explained
in subsection 1.3. Our implementation will be described in detail in subsection 2.3,
because it is highly dependent on the observations we made.

We can summarize that by implementing the sum-product-algorithm in this way
we avoid many device-sided serializations and are able to write highly dynamic and
adaptable host-sided code.
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2.2 Integrated Variable Nodes

In this section, first, we will discuss the usual implementation of the variable node.
Then we will discuss the implementation used in this program, and the differences
between these implementation.

In most current implementation of Factor Graphs, the variable node is nothing more
that an empty container that only multiplies incoming signals and passes them on.
Since the variable nodes do not have any storage and do not do any calculations, to
get the vector form of the value the variable has, a factor with only one connection,
to a single variable, is added to each variable. This factor does nothing but calculate
the Gaussian distribution form the variables value and immediately send it on to
the variable. This variable then treats this vector as it would any other input signal.

On the other hand, in our implementation, the variable nodes are able to store their
value and calculate the Gaussian distribution for said value. Also, if the variable node
has the vector of the distribution but does not know its value, it can calculate the the
value from the distribution. With this implementation, the single connection factor
nodes are not needed. This shrinks the graph down from what usual implementations
would have to calculate. Since the graph is smaller, this implementation uses less
space on the graphics card and also, less steps for calculations are needed, since the
initial variable nodes do not need receive a message form any factor nodes.

2.3 Indexing algorithm

In this section we will describe the issues one faces in the factor node calculation
when multiplying the messages product m,, with the factor f. In most CPU imple-
mentations people use auxiliary lookup tables to identify matching elements in both
tables. This requires a lot of memory and most importantly a lot of comparisons.

We propose an indexing algorithm that assumes the following;:

1. We know the sequence in which the neighbouring variable node messages have
been multiplied to calculate the factor f.

2. The first variable in this sequence is the most iterative.

3. When performing the inferencing of the factor node we know, which neighbour
X7 is still unknown and which neighbours X; have sent their messages

4. The messages product m, is calculated back-to-front (in the same order as in
1.). That means that also the first variable is the most iterative one.

For an arbitrary case we introduce or re-use the following variables:

e n: discretization level
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N: number of variables

I: index of the still unknown variable

e m,: message product [nN 1 x 1]

f: factor [n™ x 1]

We observed that depending on the index of the last unknown variable I the repeti-
tive scheme of matching indices can be sectioned into several blocks. This sectioning
can be done for the factor f itself as well as for the message-product m,,. It appears
that each block in m, has a matching counterpart in f. Thus all vector entries in
the block in m, have their matching counterpart only in the matching block in f.
This allows us to parallelize this process with respect to the number of blocks.

We will denote a message block size as by,, and a factor block size as by. The size
of these blocks depends on the unknown variable I and n:

by =n' (6)
by, = nIY (7)

P

Now we need to identify how the matching is done within each block. Assuming
that we have m; as the i-th element in m, and f; as the j-th element in f we want
to know which indices {j1, j2, -, jn} correspond to the index i. We find that

Jo=Jy+(x—y)-s (8)

with s as the step size. The step size s happens to be just the message block size
b, :
P

5 =bp, (9)

As the last unknown j; can now be identified as the index of m; within its message
block b,,,. This yields
J1=1="bn, " L}—J (10)
Mp
To get the absolute indices right we also need to check in which block we are in.
Because we have the same amount of blocks in both the factor as well as the message-
product we denote the block number k as b,. This yields

Now we have all required variables to compute all factor indices corresponding to a
message-product index.
Je=J1+ T 5+ by by (12)

A python implementation could look like this:
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def get_factor_indices(i):
global n, I, num_variables
factor_block_size = n ** I
message_block_size = n ** (I - 1)
step_size = message_block_size
block_number = int(i / message_block_size)
block_index = i 7, message_block_size
# calculate indices
indices = []
for j in range(n):
new_index = block_index + j * step_size + \
block_number * factor_block_size
indices.append (new_index)

return indices

In this section we have introduced and algorithm to calculate the indices of matching
elements in the factor. Thus we do not have to use any auxiliary lookup tables.
Furthermore we have shown how this task can be easily parallelized.

2.4 Easy Factor Graph Definition

In this section we will be discussing the implementation used to initialize the Factor
Graphs using an XML document.

One of the problems that arises when calculating the Factor Graphs is how to setup
the factor graph and convey it to the program. For simple graphs this is a relatively
easy thing, but once the graphs get more complicated, it gets more difficult. To solve
this problem one can us an XML file setup with all information needed to complete
the calculation. The following example will be examined to show the structure if
the XML file.

<?zml version=\"1.0\" encoding=\"UTF-8\"?2>
<FactorGraph>
<GausDiscretization>30</GausDiscretization>
<GausVariance>20</GausVariance>
<VarNode>
<Name>X</Name>
<ID>0</ID>
<Value>0.5</Value>
<Min>0</Min>
<Max>1</Max>
</VarNode>



12 2 CONCEPT FOR GPU IMPLEMENTATION

<VarNode>
<Name>Y</Name>
<ID>1</ID>
<Value>0.3</Name>
<Min>0</Min>
<Max>1</Max>

</VarNode>

<VarNode>
<Name>P</Name>
<ID>2</ID>
<Value>0.75</Name>
<Min>0</Min>
<Max>1</Max>

</VarNode>

<VarNode>
<Name>T1</Name>
<ID>3</ID>
<Value>NULL</Name>
<Min>0</Min>
<Max>1</Max>

</VarNode>

<FactorNode>
<Name>F</Name>
<ID>0</ID>
<Factor>path/to/file/with/factor</Factor>
<NeighbourID>0,1,2,3</NeighbourID>

</FactorNode>

</FactorGraph>

The file is organized as followed: The node “FactorGraph” contains all information
needed. The nodes “GausDiscretization” and “GausVariance” hold the values of
the length of the vectors and the variance to be used when creating the Gauss-
Distribution, respectively.

Continuing, each node “VarNode” contains 5 separate nodes, containing all the data
that is stored in them. “Name” holds the string identifier used when outputting the
calculated values. This value is not used for identifying the nodes internally and
therefor multiple nodes can have the same name. “ID” contains the unique identifier
for the node. This identifier is only unique across the same type of nodes, so a
variable can have the same ID as a factor. “Value” contains the value of the of the
variable, or, if the the value is unknown, the value is set to “NULL”. “Min” and
“Max” contain the minimum and maximum values used for calculation the Gauss-
Distribution.
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The node “FactorNode” contains the important information needed to create the
factor. The nodes “Name” and “ID” are the same as for the VariableNode. The
node node “Factor” contains the path, absolute or relative, to a file containing the
factor’s value. This file is parsed during creating of the Factor Graph and the
values are stored in the FactorNode. Lastly, “NeighbourID” contains the IDs of all
the VariableNodes connected to the factor, in the order used when calculationg the
facotr’s value. When the FactorNode is created and these neighbours are added,
the factor is also added as a neighbour to those variables.

Since the file can be created outside of the program, and with any editor that one
wishes. This process makes the user input of the program more directed at the user,
and not defined by the program itself. For parsing the XML document, we use the
RapidXML library [Kal|. This library is very fast and very easy to use and most
the advanced features.

3 Progress Review

In this section we will be comparing the time table we set ourselves and the actual
progress we made on the project, as well as discussing the reason for the discrepancy.

28/ Apr/ 8/ Mai/ 18/ Mai/ 28/ Mai/ 7/ Jun/ 17/ Jun/ 27/ Jun/ 7/ Jul/ 17/ Jul/

Liturature Research [

Code rewiew [N

Cuda/Programming Research [N

Efficient Rework of Code | ]

1 Call -> 1 Return Principle ]

Testing on Real Data ||

Factorization ]

Loopy Belief Propagation

MLE -> ME 1

Figure 6: Time table

As seen in the chart, it was planned to do research and rework the old code given
from a different project for the first two and a half weeks. After that, the plan was to
work on a simple network with four variables and one factor, without the possibility
of any user input, to test the one call -> one return principle. At this point, after
considering that in the future the program should be able to dynamically create
and link an unknown number of factors to an unknown number of wvariables, we
considered a different approach. At this point, the plan was adjusted, in a manner
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where dynamic creation stood in the forefront. The new plan, was to create the
graph, with all connections and data linked correctly.

After the class structure was working, the focus turned to the actual CUDA code.
Since our approach changed, we also had to update the plans for the future. At
this point, we had to start with the event based programming that is currently
implemented, instead of first implementing the algorithm first and then extending
it to an unknown graph. This turned out to be a problem, as it was hard to figure
out which bugs were due to the algorithm and which were because the events fired
wrong. Since there were two error sources for anything that was done, debugging
proved to be difficult. This was the core of the problem that threw us back in our
time line. Eventually, we successfully implemented the events, and got all the data
needed to transfer correctly.

4 Future Work

In this section we will be discussing what is planned for the future of this project.

Since the project can be useful to others and there is still some testing and debugging
to be done, we plan to keep working on the project. If the program does at some
point run as it is intended, we plan on publishing it under the open source license.

4.1 Extended Testing

In this section we will be discussing the testing that still has to be done to get the
program to run as needed.

At the current stage of the program, the events are working, and the data is being
copied to the GPU correctly. Therefore, testing will, for now, be confined to the
algorithm. We assume that the problem might be with the calculation done in
the factor node. We have successfully managed to run through the entire program,
and output the values of all variable nodes at the end, but the variable with the
unknown value either does not get the correct value from the factor or the algorithm
for calculating the value from the vector is not working correctly. For this purpose,
we will continue testing the current data set that was given to us.

4.2 Visual Designer

In this section we will be discussing a plan to implement a visual designer for the
input and design of the Factor Graphs.

Since we want to make the program as user friendly as possible, we are planning on
creating a visual designer to input the Factor Graphs instead of using an XML file.
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In making a visual designer, the program would be usable for anyone, even without
much knowledge of C++ or XML. This would make the concept of Factor Graphs
more suitable for everyone.
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4 FUTURE WORK
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